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Scienti�c Motivation
Transient Luminous Events (TLEs, pictured below) are unique high-altitude phenomena which 
have recently been the subject of intense study because they may provide insight into the energy 
exchange and electromagnetic coupling of the high atmosphere and ionosphere.  The systematic 
observation of TLEs is di�cult due to their rare occurrence and low intensity levels.  Historically, op-
tical recordings have been the primary observations, but recent research indicates a potential 
correlation[1],[3] between TLE optical emissions and lightning-induced Very Low Frequency (VLF) 
radio emissions of a particular signature, known as 0+ whistler-mode waves.

Two opportunities present themselves for unique instrumentation development on board TARA-
NIS: �rst, a low-order “always-on” sensor placed in-situ on board an observational satellite can 
record all VLF emissions and gather statistical data on the correlation and rate of occurrence of 
these VLF signatures.  Secondly, such a sensor could serve as a triggering mechanism to activate 
high-�delity optical instruments to catch the TLE events in real time.

Introduction
In preparation for the TARANIS research satellite, a prototype real-time signal processor has been 
designed for spectral signal recognition of low-frequency 0+ whistler-mode radio signals.  These radio 
signals are of scienti�c interest because they correlate strongly to the incidence of Transient Lumi-
nous Events (TLEs).  The hardware implementation of the signal processing task on a Field Program-

mable Gate Array (FPGA) allows paralleization of the 
detection task, and may result in lower power consump-
tion than a conventional signal processor.

Unique challenges exist: power consumption, volume, 
real-time data rate, and radiation-tolerance.  Conse-
quently, the detection instrument which will launch on 
board TARANIS is severely limited in terms of hardware.  
This presents  the challenge of detecting a complicated 
spectral signal without RAM or �oating-point arith-
metic.  To accomodate this hardware arrangement, I de-
veloped a novel physics-based detection algorithm 
which approximates many of the equations via low-
order computations with minimal stored state.  This al-
gorithm maximizes the rate of correctly-identi�ed sig-
nals while minimizing the false-trigger rate, as compared 
to a human-detected data-set and other algorithmic 
methods tested in simulation and on the prototype 
hardware.

Figure 1 - an artist’s conception of the TARANIS spacecraft, 
scheduled for launch in 2012.  The spacecraft will orbit at 
670 km altitude, and one of its primary tasks will be obser-
vation of Transient Luminous Events (pictured in red).    
Graphic courtesy of CNES.

Radio Signal Description
The term sferic or ‘radio atmospheric’ spec�cally refers to an impulse-like electromagnetic 
signal caused by a lightning strike, during its propagation in the Earth-Ionosphere Waveguide 
- the region of space between 0 and approximately 80 km altitude which is well-modeled as a 
parallel-plate wave-guide.  In some cases, this ‘sferic’ is able to penetrate the ionosphere and 
enter the ionized regions of atmosphere known as the ionosphere.  The variable density of 
electron dissociation in this region creates 
a dispersive  medium, and the impulsive 
‘sferic’ enters what is known as whistler-
mode propagation.  In some cases, a whis-
tler can travel along Earth’s magnetic �eld 
into the magnetosphere, and may travel 
thousands of kilometers into space before 
returning at the opposite hemisphere.  
These signals may enter a “bounce mode” 
or resonant propagation guided by the 
magnetic �eld lines.  Often, those signals 
are able to re-enter the ionosphere and 
may be observed at the ground.

The 0+ mode whistler refers speci�cally to 
the �rst upward propagation path out of the 
ionosphere, and can therefore only be mea-
sured in-situ by a satellite at altitudes of 
around 300 - 1000 km.  Figure 2 shows a full orbital survey recorded by DEMETER’s electric �eld 
instrument, summarizing the low-frequency electromagnetic engironment at such altitudes.  
The 0+ signals appear almost impulsive on long time scale surveys, and can not be clearly dis-
cerned.  

Figure 2 - A full-orbit survey recorded by DEMETER’s electric �eld 
instrument (ICE).  Note that the electromagnetic environment changes 
dramatically duiring the course of a single orbit.  At this time resolu-
tion, 0+ signal clusters only appear as impulse-like noise (red vertical 
streaks).

Figure 4 - A graphical representation of the matrix parameters for 
spectral detection, overlaid on a zoomed sample signal from DEME-
TER.  The statistically invariant “long tail” region shown, below 4 kHz 
and about 75 to 100 milliseconds after �rst incidence, is ideal for detec-
tion.  The “error-bars” illustrate that the statistical variance permitted by 
matrix parameters.

Algorithm Overview
TARANIS provides 1 MHz, 12-bit data, which is antialiased and downsampled to 8 kHz via cascaded 
two-tap IIR digital �lters for stability and data integrity.

Next, a 128-point non-overlapping Fast Fourier Transform 
(FFT) is computed.  The current implementation  provides 
spectral resolution bands of 62.5 Hz at 16 millisecond inter-
vals with more than 70-dB of sideband isolation.  This is suit-
able for detection the 75 millisecond “long-tail” dispersion 
pattern of a 0+ whistler signal.

FFT data is  “banded” or binned together based on an em-
pirical model of the spectral pro�le, eliminating redundant 
information storage and storing a spectral match score in 
each band of interest.  The spectral score is compared 
against a dynamic power threshold based on a running 
noise-power estimator.
Finally, a pattern-matching matrix is multiplied against this spectral score vector, spanning a history 
of 5 FFT intervals.  The 5x5-matrix requires only 25 hardware registers of storage, compressing the 

signal “history” for 0+ events.  Matching spectral patterns are 
�agged, time-stamped, and queued for downlink.

Over the course of an orbit, the radio environment changes dra-
matically due to solar radiation, geomagnetic curvature, and tran-
sient inhomogeneities.  Compensation for this noise is critical to 
preserving the overall dynamic range of the instrument.  A form of 
automatic-gain compensation is implemented as a series of Noise 
Pro�le Parameters.  Each of these is a low-order (2 to 5 tap) iir-like 
�lter to estimate the noise power �oor, noise spectral distribution, 
and standard-deviation for the time-domain noise.  These inputs 

adjust the pattern-matching thresholds.

Spectral Pro�le Characterization
High resolution “burst” data elucidates the dispersion characteristic - 0+ signals are weakly dispersed and 
have a time-frequency pro�le as shown in Figure 3.  The exact spectral pro�le is governed by dispersion rela-
tions, as modeled by the Appleton-Hartree Equation.  To calculate the results, an empirical model of the ion 
distribution pro�le in the region of propagation is necessary.  This distribution cannot be known ad-hoc be-
cause it is time- and spatially- varying; in addition, calculation of this complex model is not feasible on-board 
the satellite.  In lieu of the precise dispersion equation, a statistical dispersion model was developed from em-
pirical observations recorded by the DEMETER satellite[2],[3] to capture the majority of 0+ mode signals.  This 
model is shown in Figure 4.
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Figure 3 - High-resolution spectrogram of radio observations on 
DEMETER illustrating the 0+ sigal type.  Signals begin with an 
impulse-like arrival, followed by about 50 milliseconds of dispersed 
chirp with widely varying pro�les.  Also note the “clustering” or rapid 
arrival of multiple signals, possibly from the same lightning event.

Figure 5 - Spectral band representation of the pattern-
matching matrix.  This provides a graphical representation 
of the parallelized calculation.
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Figure 6 - Real-time hardware noise estimator, 
shown with sophisticated analytic noise-
estimation method.  The results are close, validat-
ing the computationally cheap solution.

Hardware Implementation Strategy
As a low-power system, it is desirable to avoid using a general-purpose, serially-programmed proces-
sor for the signal processing task.  The unique algorithm design allows the data downsampling, FFT, 
automatic-gain compensation, pattern-match matrix, and data output to operate on separate data, 
allowing pipelining.  However, there is signi�cant feedback and interprocess communication for con-
trol.
Another major design limitation is the area available on radiation-tolerant FPGAs.  For �ight in low-

earth orbit, it is highly desir-
able to used radiation-
hardened devices such as the 
Actel RTAX series.  These de-
vices are limited in total logic 
elements compared to cur-
rent generation non-
hardened devices.  It would 
not be feasible or power-
e�cient to implement a sepa-
rate �oating-point arithmetic 
execution unit for each paral-
lel process.  Sharing a single 
execution unit would be chal-
lenging from a shared data-
bus architecture and a time-
sharing standpoint, and 
would largely defeat the pur-
pose of parallelizing the algo-
rithm.

The preferred implementation is �xed-point arithmetic, with variable bit-rates ranging from 12-bits at 
the data acquisition port, to 16-bits at intermediary stages, and 32-bits for critical elements in the FFT 
and matrix multiplication stages.  The output is truncated to 8 bits to guarantee a hard maximum on 
downlink data rate.
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Figure 7 (series) - The �gures below are a graphical representation of the internal state-machine as a time-sequence of frames, given .  Red zones indicate a trig-
gered spectral band; the score is stored and all other data is discarded to conserve space.  Five sequential descending triggered frames indicate a correctly 
matched sweep; this is estimated by matrix-multiplication against the score-vector, which permits variance in arrival times.  System state changes occur in each 
16 millisecond frame, while raw data is clocked much faster in other hardware function units (8 kHz and 1 MHz).

Figure 8 - Schematic representation of the parallelized hardware implementation for the 0+ detector 
algorithm.  Data generally �ows in a top-to-bottom pipeline fashion with interaction between units.

Figure 10 - (right) Raw data 
for the set of time-sequence 
plots shown below.  This 
quantity of data is too large 
to store and process in its en-
tirety within the hardware-
version of the algorithm.

Figure 9 - (below) Zoomed plots of the time-sequence, illustrating the 
internal hardware-state for a given set of input data.  The threshold values 
�oat at a given value computed from the estimated signal mean power, 
indicated as a dashed blue line.  The signal color directly corresponds to 
the spectrogram color scheme in Figure 10.  The intensity of signal in a 
given band determines its “score”, which is stored in a hardware register 
and used by the pattern matching matrix.


